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1. Summary
Threat modeling is the process of determining and analyzing threats to a system. It enables ensuring overall system security by ensuring that all significant threats are adequately mitigated.

Conventional threat modeling examines threats posed to a system by data and code entering and leaving the system. It generally declares defeat when the attacker gains administrative privileges on the system and considers attacks requiring administrative privilege as mitigated by design.

Hostile user threat modeling works precisely in the realm where (a) the attacker has obtained administrative privileges or (b) where the administrator of the system has reason to attack the system or an application running on it. The former occurs, for example, when a virus has successfully entered a system and is trying to covertly compromise critical services or system components. An example of the latter situation is a user attempting to steal rights-managed media or documents from a protection and management system.

The first step in threat modeling is threat discovery – listing all the threats for the target system. Conventional threat discovery philosophy and methods do not provide for analyzing hostile user scenarios. This paper describes threat discovery methodology developed by Microsoft’s Security Compliance Team to effectively tackle these scenarios. Using a simple PKI authentication example, this paper also demonstrates the radically different threat landscape which emerges from hostile user threat discovery, as compared to conventional threat discovery.
This paper assumes basic familiarity with public key cryptosystems and cryptography constructs. Familiarity with data flow diagrams will be helpful but is not essential.
2. Introduction – The What and Why
Threat Modeling and Analysis is a process used to ensure security of a product. The first step in this process is threat discovery. Threat Discovery (also called threat profiling) is the process of determining threats to a system or application. A threat is a manner of compromising the system in some way (e.g. a fake transaction is successfully executed on an e-commerce site).

Flawless threat discovery is important because it lays the foundation for the next steps of the threat modeling and analysis process – viz. determining the severity of each threat, and ensuring that each unacceptably severe threat is adequately mitigated.

The severity of a threat is the risk and damage associated with successfully realizing a threat (e.g. a 20,000 dollar car can easily be shipped to an attacker’s address). Mitigations are measures to ensure that the threat cannot be successfully executed without unreasonable difficulty; mitigations can certainly be software measures, but could also be audit measures or physical security measures.
Unless all significant threats to the system are documented during threat discovery, the rest of the modeling and analysis – even if perfectly executed - falls short of ensuring a truly secure system. Threat discovery requires considerable lateral thinking, and poses a challenge for software developers who are adept in productization issues such as economy of code and performance but usually no more than superficially familiar with security analysis. Enter threat discovery methodologies. These are frameworks used to help software developers effectively and confidently conduct comprehensive threat modeling of their systems.

Conventional threat modeling focuses on external threats to system – threats from an attacker who does not have administrative privileges. This makes sense for a large percentage of our scenarios – e.g. attacks from viruses, worms, malicious web sites and the like. The fundamental tenets of such methodologies are that the system maintains its integrity and the attacker does not have administrative privilege on the system. The game is over if these tenets are broken.

However, not all products can afford the luxury of declaring defeat if they are under attack by an administrator (or more accurately, an entity with administrative privilege). The hostile user scenario is defined as the situation where an administrator of a system has reason to attack it. A hostile user scenario occurs, for example, when malware has successfully elevated its privilege on a system and is attempting to covertly compromise it. Also, rights management systems by definition operate under hostile user circumstances – these systems are designed precisely in order to protect copyrighted or otherwise controlled information from abuse by a user, and this user is quite likely to be administrator of the system.

For such scenarios, conventional threat discovery is inadequate to discover, with assurance, all threats the system may be subject to. This is why a threat discovery methodology for hostile user and hostile administrator systems is required. The methods we describe here have been used in multiple threat modeling exercises by Microsoft’s Security Compliance Team, and have been demonstrated to successfully uncover critical threats which traditional threat discovery would not have revealed.

Here’s how this document is organized. In section 3, we will quickly overview the conventional threat discovery approach and apply it to the simplified PKI authentication example provided below. In section 4, we will discuss our hostile user approach and apply it to the same example. In section 5, we will discuss the differences in the two results, and provide some key takeaways and lessons learned. 

2.1. The Example

We will use a quick and dirty authentication scheme based on PKI signatures, depicted below, to demonstrate and contrast conventional and hostile user threat modeling. The system is designed to work as follows.
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Both the requester and verifier are peer computers, and the requester is asking the verifier to (a) test whether it (the requester) is legitimate according to some underlying trust infrastructure, and (b) indicate success or failure of this test.
The target system is designed using a PKI solution. The requester has a public/private key pair in the PKI sense. It also has a certificate containing the public key, requester’s ID and other relevant details - signed by a certificate authority (CA). To ensure that the requester is legitimate, the verifier sends a random number n as a challenge to the requestor. The requestor signs n with its private key and sends the result back along with its certificate. First the verifier checks the certificate for integrity and validity (i.e. that the data has not been tampered, and the certificate has not expired or been revoked). Next, it ensures that n has indeed been signed with the private counterpart of the public key in the certificate. If both these checks succeed, then the verifier concludes that the requestor is legitimate and returns a success status. Otherwise, it returns failure.

3. Conventional Threat Discovery – Quick Overview

Conventional threat discovery is described to some extent in Howard and LeBlanc’s Writing Secure Code 2 and more extensively in Threat Modeling by Swiderski and Snyder. Briefly, the prescribed method is as follows:

a. Create data flow diagrams for the system, clearly identifying trust boundaries, APIs and data entry and exit points. 

b. Make a list of assets in the system, and manners in which they may be abused or compromised by an attacker.

c. Work backwards from known vulnerabilities such as buffer overflows or vulnerabilities from past threat models of similar systems.

d. Using a, b and c above, create adversary hypotheses – how may an attacker compromise the system? 

Once threat discovery is complete, tools like threat classification, threat trees and STRIDE are used for subsequent threat modeling and analysis.

3.1. Applied to the example

We now apply this methodology to the example of Figure 1. Typical threats found are shown below. 
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Threats are discussed from top to bottom and left to right. 

· The challenge is an asset. Replay attacks are enabled on the protocol if the challenge is repeated or predictable. This is an example of discovering threats based on assets.
· The random number is sent in the clear and can therefore be tampered. Depending on the structure of the network packet which carries this number, it could be malformed to enable an integer overflow attack on the requester. This is an example of working backwards from a known type of attack. In terms of the data flow diagram, the random number is untrusted input and the interface which receives the number is the API to which the threat applies.

· The MIM (man in the middle) attack shown on the challenge-response part of the protocol refers to an oracle attack; the system cannot detect if there is an entity sitting between the requester and verifier and eavesdropping on all conversation. For the authentication per se this is not a threat, but it would be a threat if subsequent data were confidentially intended only for the requestor.
· A malformed certificate can be used to mount a buffer overflow attack. Again, this is an example of working backwards from a known type of attack. In terms of the data flow diagram, the certificate is untrusted input, and the interface which receives the certificate is the API to which the threat applies.

· The possibility for private key discovery via a known plaintext attack occurs if the cryptosystem being used in the protocol is not strong. The private key is an asset of the system, and its discovery is a type of compromise of the asset.

· Lastly, a Man in the Middle can replay a previous success message, or can block a response message to cause denial of service. This threat is discovered using the data flow diagram.

Again, this is not a comprehensive list of threats to the system, but is rather meant to illustrate how the conventional threat discovery methodology is applied to a system. Notice particularly that the requester and verifier are themselves considered inviolate once the APIs have been crossed, and therefore no threats are found relative to the certificate and signature verification.
4. Hostile User Threat Discovery – The How

The method for hostile user threat discovery proceeds as follows:

a. Make a list of all the assets in the system. For each asset, list all the forms of compromise for the asset without regard for whether they require administrative privilege or not. For example, if a private key is an asset in a system, forms of compromise are not just discovery or revelation, but also unauthorized use. Each form of compromise is a root threat
.
b. Make a list of all the assumptions the system design makes – not only on characteristics of the assets, but also on the underlying platforms and on service dependencies. 
c. Create data flow diagrams for the system, clearly identifying trust boundaries, APIs and data entry and exit points. (similar to conventional threat modeling, but the trust boundaries are different since any system components outside the current component are also considered untrusted)
d. Work backwards from known vulnerabilities such as buffer overflows or vulnerabilities from past threat models of similar systems. (same as in conventional threat modeling)
e. Work with a, b, c and d to discover threats to the system.

Note that Denial of Service attacks are generally not considered important in hostile user scenarios related to information management – denial of service to the attacker is in fact often used as a mitigation in such cases. However, for cases where defense in depth is being provided against malware, denial of service attacks remain important considerations.
4.1. Applied to the example

We now apply this methodology to the example of Figure 1. However, for simplicity and brevity, we will only consider the verifier side of the example. 

4.1.1. List of Assets

The following is a sample list of assets in the system, and their types of compromise. The use column is provided for clarity and for the convenience of external reviewers.

	Asset
	Use
	Types of Compromise

	Random Number
	Challenge
	Predictable, repeated.

	Root public key (CA’s public key)
	Base to verify requester’s certificate
	Tampered

	System time
	Verify certificate expiry
	Rollback, push forward

	Cryptography routines
	Random number generation, signature verification.
	Tampered/replaced.


4.1.2. List of Assumptions
The following is a sample list of assumptions made in the design and implementation of the system. Every way in which an assumption can be broken forms a threat to the system. Some of these threats will fall under the root threats identified above for assets; some will form new root threats.
1. Random number generator is properly seeded and produces adequately random data.

2. Root public key used to verify the certificate is correct.
3. Local time used to check certificate expiry is correct. (Rollback will verify expired certificate; push forward will cause denial of service)
4. Cryptography functions correctly perform operations and correctly report results.
5. Authentication does not succeed unless certificate and signature are correctly verified.
4.1.3. Discovered Threats

Threats are discussed from top to bottom and left to right. 

1. The challenge is repeated or predictable (root threat).

2. The random number generator is replaced with a bogus function, e.g. one which always returns zero ( this is a way to make the challenge repeat)
3. The random number seed generation routine is replaced with a constant (this is a way to make the challenge predictable)

4. Tamper the software to bypass the certificate and signature verification routines. This results in success or failure being generated without actual verification of the certificate and/or signature. Depending on the attack, this results either in verification of an unauthorized requestor, or in denial of service. 

5. Buffer overflow due to malformed certificate causes malware to run on verifier system.

6. System clock is tampered (root threat)

7. Root public key is replaced (breaks down entire trust infrastructure – any unauthorized requestor can be verified)
. This is, obviously, a very severe threat.
8. Hash and signature calculation functions are replaced – these can lead to various ways of compromising the signature and certificate verification.

9. Tamper success/failure condition check to always succeed or always fail. This is a code tampering attack which replaces the result comparison condition with an always true (if (1)) or always false (if (0)) condition.

4.1.4. Did You Notice?

If you compare to the results of conventional threat modeling we obtained in section 3.1 to the results we obtained above, the following stark contrasts are immediately obvious:

1. The threat surface discovered via the methodology we describe here is far more comprehensive than that discovered via conventional methods. For hostile user systems, discovery of these threats is critical to designing a robust product. For example, threats such as replacement of the root public key would not be discovered using conventional threat modeling. Yet, such threats must be heavily mitigated if the system is to function reliably under hostile user conditions.

2. The threat surface accounts for dependencies on the underlying platforms. Notice that multiple threats deal with the reliance on cryptography services and random number generators. Administrators are always able to replace DLLs on a system. Discovery of these threats paves the way to incorporating mitigations such as building critical cryptography services into the application binary itself rather than using CryptoAPI or similar external services.
3. Breach of cryptography systems is the least of your worries when designing hostile user systems. For hostile user systems, the weakest link is almost never the cryptography system – the threat surface developed above should make this very clear, even in its cursory form.
Figure � SEQ Figure \* ARABIC �1�: Example System for Threat Discovery Comparison





Figure � SEQ Figure \* ARABIC �2�: Results of Conventional Threat Discovery








Figure � SEQ Figure \* ARABIC �3�: Results of Hostile User Threat Discovery








� The author is a program manager in the Security Compliance team, which is part of the M&E TCG (Media & Entertainment Technology Convergence Group) organization at Microsoft.  The mission of the Security Compliance program is to promote the Windows Client platform and ecosystem by driving improvements in 3rd party implementations of MS security technologies and to identify opportunities to improve the perception, security and relevance of Microsoft's products and services.


� A root threat is a threat which forms the top node of a threat tree. A threat tree is a hierarchical representation of threats to a system. The apex of a threat tree is the root threat, which is very broad in scope (e.g. private key is revealed). Lower nodes contain successively narrower threats (e.g. private key is revealed via crash file).


� Legitimate requestors can still be verified if the attacker signs their certificate with the private key corresponding to the overwriting public key. Alternatively, all legitimate requestors will face denial of service.





